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Abstract
1 Abstract
Annotating text for subjective tasks, such as labeling ableist
and anti-autistic texts, is a challenge that has attracted signif-
icant attention as commonly adopted annotation paradigms,
e.g., using majority voting, fall short in capturing the nu-
ances of hate speech or bias annotations. Labeling ableist
and anti-autistic texts presents similar challenges in addi-
tion to the need for familiarity with autism and anti-autistic
discrimination. In this paper, we adopt a collaborative and
annotator-centric approach to study the impact of various
annotation techniques. We recruit 6 participants to annotate
sets of sentences from our 11,596 sentence corpus. The groups
annotate through schemes focused on score-based classifica-
tion, algorithmic labeling, and comparison-based labeling to
identify instances of anti-autistic ableist speech. As a result
of changes in annotation schemes, our annotator groups shift
from a worse-than-chance agreement to moderate agreement.
This suggests that implementing annotator group discussion
and collecting annotator feedback is likely to result in im-
proved agreement scores in difficult and highly subjective
tasks. Our results highlight the importance of a collaborative
approach in highly subjective classification tasks as it may
lead to an improved understanding of their own biases, and
large improvements in agreement scores, particularly among
annotators with higher rates of disagreement.

Warning: This paper contains examples that may be offen-
sive or upsetting, including explicit slurs used against people
with disabilities.
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2 Introduction
As natural language AI technologies become more ubiquitous
in our society, it is important to ensure that they do not
marginalize historically ignored populations, including the
global population of autistic people, which currently exceeds
75 million [50]. Mitigating such biases in AI has been explored
by prior work at CSCW. This includes understanding and
mitigating cognitive biases in AI [7], and investigating meth-
ods to enhance participatory AI design by better integrating
the perspectives of the impacted stakeholders [87].

AI biases may harm marginalized communities in various
ways. For instance, while AI tools such as chatbots are be-
ing increasingly used in the recruitment process [42], and
are known to make negative assumptions concerning disabili-
ties [24], which are reflected in their biases against candidates
with disabilities [49]. Therefore, it is imperative to identify
and mitigate existing inequities perpetuated by AI which
include using language affiliated with disability stigma [11].
The dynamic nature of such language and the specialized
knowledge required of anti-autistic stigma and discrimination,
make detecting anti-autistic ableism a subjective and particu-
larly challenging task [4, 85]. As this task has many practical
applications such as content moderation which are becom-
ing increasingly automated [43], it is important to ensure
such systems do not contribute to the broader marginaliza-
tion of autistic people in our society [25, 46, 47]. Prior work
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has demonstrated several limitations of such classification
systems, such as reflecting social biases perpetuated in the
annotation process [18] and performing poorly in regards to
fairness and bias [47]. Additionally, existing models are less
sensitive to recognizing hateful speech directed at autistic
people, and tend to over-classify disability-related text as
‘toxic’, which may lead to unfair censorship of community
perspectives [48].

Since building high-quality datasets is paramount to the
construction of more efficient anti-autistic detection models,
we focus on how this is achieved by improving the data col-
lection and annotation processes. Even though a systematic
assessment of dataset annotation quality management found
that using collaborative approaches contributes to the im-
provement of overall dataset quality [41] , there is a notable
gap in literature exploring such methods, as previous work
at CSCW has focused mainly on the outputs of AI models,
rather than the data itself [7, 33, 70, 83, 87], and explored
other ethical complexities surrounding the data annotation
process. These works have looked at the hidden labors that
go into developing data intensive AI systems [14], and other
tensions that arise when human judgement is used to train
and fine-tune models [16]. For example, as these processes
may oversimplify the contexts being annotated, they have
limitations when used in the real-world [16].

The annotation process is complex by design and can be-
come harder when dealing with subjective tasks such as hate
speech and bias annotations. For example, prior work has
found there is no universally accepted way to talk about
autism [40]. Although 87% of autistic adults in the US prefer
identity-first language, these preferences are dynamic and
subject to change based on the time period, cultural context,
and other factors and often reflect changes to the connota-
tions of words and phrases [74]. This dynamic and diverse
preference in language can make annotation tasks and agree-
ment challenging. Traditionally researchers have relied on
majority voting in these annotation tasks [2, 41], which may
overlook multiple important perspectives and weigh expert
and less informed annotations equally. Recently, there has
been a rising interest in the creation of alternative paradigms,
and models that better reflect this complexity by accepting
disagreements as a feature [12].

However, not all disagreements are equal as some are
inevitable and some should be avoided. That is, some dis-
agreements may signal a lack of clarity in the guidelines and
can be leveraged to improve task modeling, or may be the
result of linguistically debatable cases [41, 57]. This leads us
to answer the following research questions:

∙ What challenges do annotators face that lead to dis-
agreements when labeling anti-autistic ableist speech?

∙ How will various annotation processes impact the per-
spectives of the annotators and dataset creators toward
tasks such as anti-autistic ableist speech detection?

In this paper, we thoroughly examine different annotation
strategies of anti-autistic ableist language, which is subject
to a high disagreement. Therefore, through an iterative and

collaborative annotator-centric design process, we refine our
labeling schemes and annotation strategies and examine the
thought processes of our annotators and the specific chal-
lenges they face that impact their agreement. We engage six
annotators in four annotation iterations. Each iteration is
followed by a group re-labeling task to generate discussions
around disagreements. In the first three iterations, we make
adjustments to the granularity of the labels based on anno-
tator feedback, while the fourth round tests techniques that
label sentences based on 1) the labels designed by our anno-
tators in the third iteration, 2) sentence comparisons, and 3)
a black-box scoring algorithm that assigns labels based on
our annotators’ responses to a set of questions. Finally, we
conduct a virtual co-design session with pre-selected teams
where annotators create their own annotation techniques.

While our work specifically focuses on anti-autistic ableism,
our findings may be beneficial for other researchers interested
in exploring the annotation processes of other similarly diffi-
cult subjective tasks such as hate speech, biased language,
and affect in general.

3 Related Work
Research focusing on hate speech detection often includes pro-
viding benchmark datasets that can be used to train models,
develop models for hate speech detection, and analyze hate
speech datasets for fairness or bias. This work often focuses
on hate speech towards genders [45] and racial groups [30].
However, hate speech towards disabled persons is relatively
under-explored [51, 79], leading to issues with classifiers per-
forming poorly when recognizing ableist language [47], and
high levels of bias against people with disabilities in toxicity
and sentiment analysis models [48].

This social bias, which can further marginalize a commu-
nity, can influence how people view them and, thus, how
annotators label data and models respond to training. Prior
work has found that large pre-trained language models gen-
erate content containing harmful biases against marginalized
communities [52].

3.1 Bias in AI Systems
Prior work suggests that word embeddings perpetuate gender
bias present in the text corpus used leading to associating
women with being a nurse or other roles, even after debias-
ing [27]. Buolamwini and Gebru demonstrate that due to the
overrepresentation of white male faces in training data, facial
recognition technologies underperform on darker-skinned in-
dividuals [10]. Such biases extends to hate speech detection,
as research indicates sentences written in African-American
English are more likely to be incorrectly labeled as offensive
by detection models trained on various datasets due to the
lack of diversity in the content collected, and labeling regard-
less of context [19]. Similarly, researchers have shown that
toxicity models often label sentences negatively for the mere
presence of gender identity words [53] or disability terms [48].
For example, “I am a person with mental illnesses” was rated
as 7 times more toxic than “I am a person”, thus highlighting
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how non-inclusive training on people with disabilities can
have harmful effects on the entire annotation process and
resulting detection models [34].

3.2 Annotation Process
The annotation process can reinforce biases as different de-
mographic groups label posts differently [22, 75]. However,
inclusive training can improve understanding of disability
and ableism and potentially have the same impact for anno-
tators [34, 62]. Research shows that the way people judge
ableist actions is determined by the gender of the victim
and their disability [78]. In particular, judgments about how
people with autism are treated are sometimes justified using
social bias, where autism is defined solely through the idea
that it is a ‘deficit’ of certain skills that technology can detect
or remedy [9, 63, 77]. This has affected the way research is
done for that community [62, 63, 71–73, 88] due to the impact
of these normative stereotypes [5, 18].

3.3 Disagreement Management
Despite prior issues, hate speech studies continue to use an-
notators who may not be familiar with the subject area and
are influenced by stereotypes or may not consider annotator
diversity [35], which can cause low agreement and bias the
ground truth based on majority vote [67]. For example, prior
work highlighted the differences in perspectives of annotators
who had lived experience with the text topic compared to
graduate student annotators without this experience [56]. So,
in addition to introducing training, researchers are working
to identify the source of disagreements and potential solu-
tions to avoid using a majority vote for subjective tasks [64].
Disagreements can emerge from differences in content inter-
pretations. Wan et al. developed a disagreement prediction
mechanism that uses annotator demographics and text con-
tent to determine where annotators may disagree [81].

Prior work at CSCW has explored ways to handle similar
disagreements in collaborative systems in ways that preserve
the diverse perspectives of the collaborators. This includes
emphasizing that both individual thoughts and group inter-
actions are important as they help team members become
aware of each other’s perspectives, which can improve co-
ordination [58]. Other work focused on contested collective
intelligence by using tools and technology to help people
work together and better understand each other’s different
perspectives [44]. They found that both the machine and
human annotations brought unique findings as the machine
was better at handling larger amounts of information while
the humans were better at making connections [44]. As well,
other work has explored methods to effectively manage dis-
sent in online community moderation, as it may sometimes
lead to new community standards and values [86].

We support this prior work by identifying disagreements
through consultation and participatory design, an underuti-
lized technique for identifying sources of disagreement, and
annotator mental models for hate speech labeling. Our col-
laborative approach increases our annotators’ understanding

of each others’ perspectives, thus providing us with insights
on their unique thought processes and the differences in their
interpretations of labels.

4 Methods
In an effort to determine the barriers annotators may expe-
rience while annotating anti-autistic speech, we observe a
group annotating an anti-autistic dataset in real time. The
annotation process is done in four rounds, followed by a co-
design session. We use ethnographic observation to center the
annotator’s experiences in our results. This section describes
the methodologies used to carry out our annotation study.
We focus on both the labeling process and the feedback from
annotators about the process.

4.1 Participants
This study is led by an autistic researcher. There are six
annotators and one of them is as a participant-observer who
provides an insider perspective during our analysis. One
annotator is a computer scientist who is an expert in text-
based hate speech detection and the remaining annotators
were graduate students at American universities. The number
of annotators involved is similar to that of prior studies [1, 29].
All annotators received training on autism before their task
assignment through the annotation guidelines available here 1.
Four of our annotators are neurodivergent, three were women,
and all six were from different racial and ethnic backgrounds.
Our training included information on terms and concepts
relating to autism and a glossary B of commonly used terms
in the online discourse surrounding autism from organizations
and activists in addition to scientific literature [3, 28, 55, 68,
89].

4.2 Ethics
Our study is approved by the internal review board at our
institution. Participants are warned of the sensitive nature of
the data and have access to the services at our institution if
needed. The data for the study came from publicly available
datasets [26, 76]. However, in an effort to protect post authors,
we reword each example post shown in the paper so that it
cannot be traced back to a single author.

4.3 Data Collection
We select sentences from Sentiment140, a Twitter dataset, and
a dataset released from Reddit in 2015 [26, 76] based on the
presence of the following keywords: autism, autistic, r*tard.
We pre-process the data by removing duplicates, re-shared
posts, non-English sentences, and removing posts containing
any media such as images or URLs, and we use the resulting
corpus (𝑛 = 11596) to pull random sets of sentences for the
annotators to label. In order to minimize the possibility of
artificial inflation in agreement scores, we use different sets
of sentences for each round of our annotation process, and

1https://figshare.com/s/b7c122c3cda7342b3651
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(a)

(b)

Figure 1: Presenting the labeling schemes (a) used in all the
rounds for score-based labeling and the logic of our black-box
algorithm (b), used in round 4 to dynamically assign scores by
asking the annotators a series of questions about each sentence.
In our co-design session, we used the same labeling scheme as
round 4 which was further simplified by annotators as shown
under Co-Design Results in (a).

ensure we collect data from the participants individually and
in different group settings.

Round 1: Separating Implicit and Explicit Speech.

4.4 Annotation Process
We conduct six rounds of annotation to test the performance
of various labeling schemes quantifying anti-autistic senti-
ments through classifications of their explicitness, ableism,
and relevance. The labels we use in these rounds are shown
in Figure 1. Each round is concluded with a group discussion
on sentences with high rates of disagreements. These scores
are not shared with the annotators to avoid biased results
during the discussions. The new labels introduced in each
round (shown in Figure 1) are based on the feedback received
from the annotators during our discussions in the prior round,
which we detail below.

Round 1: Separating Implicit and Explicit Speech. We be-
gin by assessing the explicitness of anti-autistic speech.
We define “explicit” ableist speech as sentences that
contain slurs, violent language, or harmful stereotypes.
The “implicitly ableist” category includes all other
ableist sentences, including those describing autism as
a disease [37]. We create a separate category for “not
ableist” sentences.

Round 2: Adding the “Unrelated” Category. We include
a new category for ‘unrelated’ sentences that encom-
passes sentences that may be incomplete, entirely un-
related to autism, or incomprehensible.

Round 3: Separating Ableism and Anti-Autistic Speech.
We separate anti-autistic and ableist sentences from
each other. The “ableist” category includes sentences
that contain ableist language or slurs that are not
exclusively directed at autistic people. The anti-autistic
category contains only sentences that are targeting
autistic people. We maintain the distinction between
implicit and explicit speech employed in rounds 1 and
2.

Round 4: Consolidating Categories. We drop the ableist
label with all sentences being classified as simply ‘anti-
autistic’ or not. We remove the distinction between
implicit and explicit sentences, but preserve the ‘unre-
lated’ label.

Round 5: Blackbox Annotation. In this approach, the an-
notators are not made aware of the underlying algo-
rithm used for scoring, as shown in Figure 1. While
the prior labeling schemes gave annotators the freedom
to think through the classification of each sentence
using their own unique strategies, the blackbox tech-
nique has a series of pre-defined questions to guide the
annotators’ thought processes. The starting score for
each sentence is set at 0. The final score represents the
‘intensity’ of anti-autistic sentiments expressed in the
sentence. A score of -1 indicates that the sentence is
unrelated or needs more context, a score of 0 indicates
the sentence is not ableist, and a score of 3 indicates
that the sentence is explicitly anti-autistic. Sentences
that are implicitly ableist, or ableist but not necessarily
anti-autistic will have scores in between 0 and 3.

Round 6: Comparison Annotation. This technique in-
volves creating pairs of sentences, which are then dis-
played to annotators in a random order to avoid re-
sponse bias. The annotators are tasked with assessing
which sentence in each pair is more ableist. This method
allows for the examination of anti-autistic ableism on a
spectrum, providing a comparative view of the severity
of ableist sentiments between sentences.

4.5 Labels
Our annotation instructions include a description of task
steps and label definitions with examples. The full document
provided to annotators can be found in Appendix A. Anno-
tators are asked to classify sentences as either i) implicitly or
ii) explicitly ableist toward autistic people, or iii) not ableist.
These definitions are updated accordingly for each annota-
tion task. The full changes are available in our Appendix.
The following definitions are used in rounds 3 and 4 of our
annotation process:
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Not-Ableist: Sentences unrelated to autism or disabilities
or written by an autistic person reaching out for help
and support.

Implicitly Ableist: Making assumptions or comments about
a disabled person’s abilities that would not be made
about an able-bodied person, which includes inspiration
porn, use of condescending language, and infantiliza-
tion [31].

Implicitly Anti-Autistic: Sentences that describe autism
as an “illness” or “disease”, or focus on clinical applica-
tions such as “curing” or “diagnosing” autism [9, 61].

Explicitly Ableist: Sentences using slurs for disabled peo-
ple such as: r*tard, lame, insane, deluded, moron [23].

Explicitly Anti-Autistic: Sentences that dehumanize autis-
tic people, contain ableist slurs such as r*tard, promote
negative stereotypes, or express negative emotions such
as fear, disgust, or hatred toward autistic people [23].

Unrelated/Needs More Context: text that is completely
unrelated to disabilities, needs more context, and/or
contains forms of media other than text.

4.6 Co-Design Session
We conduct the co-design session via Zoom after the last
round with the participants from round 4 to 6. The session
begins with a short discussion on the round 4 sentences, where
the annotators individually annotated the same sentences
using the labeling scheme detailed in Figure 1. Participants
are then asked to individually re-label sentences, with a
researcher observing to keep track of time. After this, partic-
ipants are divided into breakout rooms where they relabel
sentences collaboratively with a partner and co-design alter-
native labels. This is followed by another relabeling session
with a different partner. The session concludes with a final
discussion involving all participants. We provide the par-
ticipants with a virtual whiteboard via Google Jamboard
containing sentences to relabel on different slides, with the
last few slides providing them sentences they can refer to
while designing their preferred annotation schemes.

4.7 Data Analysis
We measure the agreement among our annotators using Co-
hen’s Kappa scores [59] and Krippendorff’s alpha [32]. The
researchers observe the participants during all of the dis-
agreement discussions and take field notes in an unstructured
manner. The notes focus on why each label was selected by
a particular annotator, and any feedback on specific labels.
The researchers may ask the annotators clarifying questions
as needed to gain a better understanding of the specific la-
bel(s) or sentences that may be points of contention, or the
thought process of each annotator to include in their field
notes. Through this process of iterative member checking, we
seek to have a more nuanced and accurate understanding of
the participants’ labeling experiences [17].

After collecting field notes from the observations, we con-
duct an interpretive phenomenological analysis of the data

(a)
(b)

(c)

Figure 2: The collaborative re-labeling activities our annotators
complete in our co-design session include assigning labels based
on a static scale (a), assigning labels based on our scoring
algorithm (b), and arranging sentences in order (c). These
activities are designed to replicate the scale-based, blackbox,
and comparison-based annotation techniques they completed
independently in round 4, before our co-design session.

collected [69] by engaging in a structured discussion to ana-
lyze the participants’ feedback and systematically evaluating
each label. One of the researchers provides an insider per-
spective as they participated in the annotation process. The
researchers critically examine whether any labels are missing,
redundant, or require refinement. The goal of this collab-
orative analysis is to develop a detailed list of actionable
changes for each label based on the participants’ feedback.
For example, if any label receives negative feedback from a
participant, it is flagged for removal or significant modifi-
cation in subsequent iterations. Through this approach, we
refine the labeling scheme over successive rounds, ensuring it
aligns more closely with the participants’ lived experiences
and perspectives as identified during the observations. Thus,
our labeling scheme evolves dynamically, driven by both the
data and ongoing interpretive analysis.

5 Results
In this section, we present our findings from the annotation
process, highlighting annotator labeling strategies, sources of
disagreement, and outcomes from co-design sessions. Through
discussions, we identify factors influencing perceptions of anti-
autistic ableism, such as speaker identification, explicit slurs,
and key term definitions. We examine disagreements and how
iterative updates to labeling schemes can better address the
annotators’ needs and refine the process.
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5.1 Annotation Challenges
Our results reveal that the challenges faced by annotators
arise due to the complexity of the labeling schemes, language
ambiguity, missing context, and difference in each individual
annotators’ labeling approach. We also uncover that while
labeling collaboratively, the annotators feel less confident in
labeling sentences as "not ableist". In order to address these
challenges, we iteratively refine the labeling schemes and def-
initions introduced in our guidelines to better accommodate
annotators’ needs.

5.1.1 Granularity of Labeling Schemes. While annotators of-
ten search for the presence of explicit slurs, they disagree
on whether words such as r*tard should be classified as
“ableist” or “anti-autistic”. Therefore, the definitions of these
key terms and their corresponding labeling schemes are itera-
tively updated– notably increasing in granularity until other
annotation techniques beyond the labeling scale are intro-
duced. During the first 3 iterations, annotators believe a more
granular scale may help simplify the task by creating clearly
defined and highly specific categories as opposed to broader
labels, which are more difficult to assess. However, following
the co-design session, the annotators reach an agreement that
a binary classification of sentences as anti-autistic or not,
wherein sentences needing more context were classified as
“not anti-autistic” will greatly simplify the annotation task
and decrease disagreement.

5.1.2 Specialized Language. The participants highlight se-
mantic concerns arising from the usage of language such as
slang, technical terms, or specialized language unique to a
particular field (e.g. tweets discussing specific legal codes).
For example:

“ Autism HB451 only covers those having insur-
ance that must follow state mandates. How many
of us are still left out?”

This sentence requires the annotators to be familiar with the
specified house bill of a particular state. Thus, they disagree
on whether this sentence should be classified as “not ableist”
or “unrelated”.

Due to the specialized nature of such language, partici-
pants report having to search for terms and concepts before
assigning labels. The participants note that some of the sen-
tences were in languages other than English or contain special
characters in unicode which are difficult to comprehend.

5.1.3 Missing Context. A lack of context can create difficul-
ties in distinguishing between implicit and explicit speech,
sentences that are ableist but not anti-autistic, unrelated
but not anti-autistic, and sentences discussing controversial
entities in a neutral manner. For example:

“[REDACTED] had a bad Autism Speaks race.
I feel bad for them.”

This sentence was difficult to label as the context in which
the original poster is referring to Autism Speaks is unclear in

this post, and the annotators are unfamiliar with the event be-
ing referenced. Autism Speaks defines itself as an organization
raising “awareness” for autism 2 that autistic activists criti-
cize for perpetuating dehumanizing stereotypes [77]. There-
fore, this sentence may have various connotations depending
on the nature of the event, the tone of the original poster,
and other relevant context.

5.1.4 Differences in Annotator Labeling Strategies. We un-
cover the differences in annotator labeling strategies which
contribute to their perceptions of anti-autistic ableism ex-
pressed in the sentences. These include:

(1) Source Identification: identifying the source of the text
such as the name of the Sub-Reddit and whether or
not the original poster is actually autistic. This may
provide more context on the tone of the sentences,
as sarcasm and other figurative speech may not be
detectable in a single sentence.

(2) Explicit Slurs: looking for any explicit slurs and how
they are used in the sentence to determine whether the
sentence is anti-autistic or ableist.

(3) Overall Impact: assessing the impact the sentence may
have on the target group. Annotators look for the
presence of violent or graphic language, and assess
whether the sentence will cause any direct or indirect
harm to a single person or the entire group.

This practical approach is employed by some annotators
to determine whether a particular sentence should be clas-
sified as abelist speech and whether or not it is explicit by
nature. For example, the following sentence has a high level
of disagreement among annotators:

“if they have never ‘handled’ an autistic kid be-
fore, don’t feel bad! They probably did not know..
?”

Annotators find it difficult to label as the original poster’s
identity, tone, and impact on autistic people were unclear.
The quotation marks may suggest the original poster was
being sarcastic, or is quoting someone. The missing context
makes the sentence too ambiguous for a consensus on its
classification.

5.1.5 Individual vs. Collaborative Labeling Preferences. While
annotators seem to prefer a granular approach individually,
the results of our co-design session reveal that in group set-
tings, a binary classification was preferred. Interestingly, the
discussion among annotators reveals that they feel less con-
fident labeling sentences as not ableist in a group setting,
opting for the “unrelated” category instead. Although half of
the annotators select “ableist but not anti-autistic” labels for
certain sentences in their third round of annotations, in the
group annotation, only the “explicitly anti-autistic” label is
applied to these sentences, resulting in a binary classification
of sentences as either “anti-autistic” or “unrelated”. After

2https://www.autismspeaks.org/
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completing the group annotation task, one annotator em-
phasizes the need to have an annotation scheme that allows
participants to go back and alter their previous labels.

5.2 Agreement Scores
The inter-agreement scores for subjective tasks such as hate
speech [51, 65, 80] or other complex tasks such as claim
matching [39] tend to be low. Therefore, the starting low
agreement scores, such as -.3 in round 1 and .2 in round
2, which can be observed in Figure 3, were expected. In
figure 3, we share the improvement in our annotator the
scores throughout each iteration from worse-than-chance to
moderate agreement. While increasing the granularity of
labels by separating unrelated sentences initially results in
an improvement in agreement, we observe little improvement
among rounds 2 and 3 when we separate ableist and anti-
autistic speech. This indicates that making the annotation
task more focused on a specific identity (e.g. anti-autistic
speech instead of ableist speech), and less focused on the
nature of the speech (e.g. as implicit or explicit) contributes
to large improvements in annotator agreement. As well, it
also improves agreement among our annotator pairs who tend
to consistently have lower levels of agreement, as shown in
Figure 3. During our co-design session, we observed that the
comparison labeling task requires twice as much time from
the annotators as scale-based annotation, as the annotators
have to read through and process two different sentences and
then compare them to each other, which further complicates
the annotation task. Comparison labeling ultimately leads to
the lowest agreement among our annotator pairs, while the
binary scale consistently gives the highest overall agreement.

5.3 Limitations
We are building upon prior work demonstrating the harms
of applying a deficits-based medical model understanding of
autism in research [37, 61, 63, 71, 77]. However, this approach
is largely centered on Western perspectives as disabilities
including autism are defined in different ways around the
world [40, 60]. Additionally, our usage of person-first lan-
guage (i.e. “autistic people”) aligns with the perspectives
of 87% of autistic adults in the United States who prefer it
over identity-first language (i.e. “people with autism”) [74].
We note these preferences also vary across cultures as prior
work has shown there is no universally accepted way to talk
about autism [40]. While our annotators are racially diverse,
all of them are English-speaking Westerners and thus their
perspectives may not be representative of international and
intercultural perspectives. All of these aspects impact our
ground-truth and other conclusions, and therefore our find-
ings may not be generalizable across different cultures.

5.3.1 Considerations for Automated Content Moderation. Since
the language used to describe neurodivergence is constantly
changing as cultural and social attitudes shift, future work
should continue to explore the alignment of AI classifications
with current community perspectives to ensure these systems
are more accurate. For example, autistic individuals have

(a)

(b)

Figure 3: Comparing our annotator agreement using different
labeling schemes (a) and annotation techniques (b). Although
the granularity of the labels varies as discussed in Section 4.4,
these scores have been converted to a binary classification of
ableist or not ableist to allow for a fair comparison.

reclaimed traditionally pejorative terms into expressions of
identity and empowerment. This includes the label “autistic”
itself, which was once utilized as an in-group insult or out-
group slur [15]. However, these discussions may be unfairly
censored by content moderation systems that are not trained
to recognize positive intra-community discussions [54]. Simi-
larly, these systems may miss discriminatory language that is
not explicit by nature, or language that is considered offensive
by the community, but is still commonly used by others [9].
The constant evolution of formal and informal language on
social media platforms creates a continuous challenge for AI
models to adapt and keep pace with these changes. This
problem is further exacerbated with the use of alternative
spellings or emojis to bypass content moderation filters [13].
Hence, there is a critical need for ensuring human-labeled
datasets continuously and effectively incorporate community
perspectives if they are used to create automated content
moderation systems.
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6 Discussion
The importance of examining and mitigating annotator biases
have been investigated by prior works at CSCW [7, 87]. One
of these works focuses on better integrating the perspectives
of the impacted stakeholders, and introduces a dataset con-
textualization tool enabling AI practitioners to work toward
more ethical systems [87]. While this work focuses on contex-
tualizing outputs, our work contextualizes inputs by enabling
annotators to view the data in context, and collaboratively
examine biases and other limitations. The iterative process
with annotator discussions provide us with a clearer under-
standing of the difficulties of such tasks, and suggestions
from annotators on addressing these difficulties to increase
agreement. We expand on these in the following sections.

6.1 What challenges do annotators face that lead
to disagreements when labeling anti-autistic
language?

Disagreements among annotators, while often viewed neg-
atively, are essential to the iterative process. They provide
valuable insights into the varying perspectives and interpreta-
tions that annotators bring to the table [57]. Recognizing and
addressing these disagreements are crucial, as they highlight
the necessity for major revisions in annotation guidelines.
The iterative process appears to be more effective in dealing
with the fluid nature of subjective tasks and, in this case,
results in improvements to our task guidelines.

Vague Definitions: Clearer definitions of terms like anti-
autistic ableism are necessary, as people’s understanding of
and sensitivity toward recognizing such speech were added
to the document. We initially use the following definitions
for our labels:

Implicitly Ableist: describing autism using medi-
cal terminology such as an “illness” or “disease”,
or focus on clinical applications such as “curing”
or “diagnosing” autism

Explicitly Ableist: using ableist slurs, dehuman-
izing autistic people by comparing them to non-
human entities such as animals, using anti-autistic
language that promotes negative stereotypes, or
expressing negative emotions such as fear, dis-
gust, or hatred toward autistic people.

We updated these definitions in round 4, reflecting the
findings of our discussions. Our initial definitions are written
under the assumption that ableist language encompasses anti-
autistic language, and that the explicitness of the speech will
matter to the annotators. However, our annotators struggle
to differentiate between ableist and anti-autistic speech. Thus,
in round 4, the aforementioned definition for the “implicitly
ableist” label is applied to “implicitly anti-autistic” speech
instead. Meanwhile, the implicitly ableist label’s definition is
amended to include making assumptions about disabled peo-
ple that would not be made for able-bodied people, referring
to disabilities as “inspiring”, using condescending language

such as saying people “suffer from autism”, and infantilizing
disabled people such as calling them “innocent” or “pure” [9].

Overly Complex Annotation Schemes: Eventually, due to
disagreements in their perceptions of ableist, anti-autistic,
and implicit or explicit speech, our annotators’ co-design an
annotation scheme that is binary and hones in on the target
group’s identity. By eliminating the categories defining the
nature of the speech as implicit or explicit, the annotators
reveal this aspect is not as important to them as we initially
expected it to be. The annotators prefer clearly defining
and identifying the target group, which they believe can be
achieved with an identity-specific labeling scheme.

Lack of Context: Our annotator discussions show that over
half of the difficult-to-label sentences need more context. This
highlights the need to understand how annotators determine
context. It is particularly crucial when labeling implicitly
ableist sentences, as figurative speech like sarcasm is hard to
identify without knowing important details like the speaker’s
identity. Our findings indicate the importance of providing
annotators with the resources they need to deduce this con-
text, such as providing more information on the source of
the data, or displaying the sentences in-context from the
conversations they were extracted from.

Inadequate Resources: While the right labeling scheme
can reduce disagreements to some extent, training and other
resources are necessary to increase agreement further. Most
disagreements arose from different perceptions of intent and
the explicitness of speech. In particular, the impact of speech
played a larger role in assessing implicit ableist language,
such as the medical model, for some annotators. This under-
scores the complexity of the labeling task and the need for
continuous improvement in guidelines and training to ensure
more consistent and accurate annotations.

6.1.1 Annotator Perspectives on Addressing These Challenges:
While prior research has demonstrated that collaborative

decisions improve decision accuracy [38], there is a gap in
research exploring annotator perspectives and recommenda-
tions, as other works at CSCW have focused primarily on the
outputs of AI models [7, 33, 70, 83, 87], while we examine
the dataset creation process itself.

Our findings contribute to research on mitigating biases
and improving participatory AI by empirically showing that
iterative and collaborative processes impact several aspects
of the annotation process and the resulting ground truth
data [7, 87]. When observing the annotators discuss and re-
label sentences, we take notes on the different issues that
are raised, particularly related to our labels and resources
provided, such as the clarity of our annotation guidelines.
Through our annotation process, we uncover the details of
the challenges annotators face while classifying sentences and
the ways in which they can be addressed. These findings
highlight the importance of applying a more collaborative
approach to subjective classification tasks such as ableist
language detection.

Improving Resources: Providing training or orientation
sessions can help annotators feel more confident in their
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labeling decisions, especially in complex scenarios where the
distinction between ableist and non-ableist speech is not clear.
However, other revisions, such as a glossary of key terms,
can help provide more context to diverse annotators such
as non-native English speakers or those unfamiliar with the
medical terminology used in autism discourse by providing
clearer and more comprehensive definitions.

Capturing Changes in Perspectives: Another significant
outcome of the iterative process is the annotators’ request to
change labels after discussing past annotations with newer
knowledge. For example, an annotator experiences a change
in their perception of the following sentence:

“Atypical response to the expression of fear and
limited social orienting, joint attention, and at-
tention to another’s distress have also been re-
ported in young children with autism”

While the annotators initially label this sentence as im-
plicitly ableist, following the discussions, they label it as
explicitly ableist. This was due to a change in the annotators’
perceptions of words such as “atypical” being used to de-
scribe autistic people, as they gain a better understanding of
neuronormativity or the belief that there is a ‘normal’ brain
that autistic people deviate from [84].

This highlights the dynamic nature of the annotation pro-
cess and the need to rethink the implementation of models,
especially for subjective tasks. The assumption that a con-
stant model represents ground truth is challenged by the
realization that people’s opinions and interpretations can
change over time. The language used to describe autism, in
particular, is controversial due to its ties to Nazi eugenics or
the broader ableism in our society [20]. While functioning
labels such as “high-functioning’ or “low-functioning” may
still be used to separate autistic people based on their eco-
nomic worthiness, these classifications are rooted in eugenicist
beliefs [20]. Further, researchers have found preferences for
person-first language, i.e. saying person with autism, are
influenced by disability stigma [20]. As we increase our aware-
ness and understanding of the harms of such speech, it is
important for the technologies that we use to reflect these
values [36].

Simplifying Labels: Furthermore, our findings contribute
to prior CSCW research on mitigating biases and improving
participatory AI by empirically showing that iterative and
collaborative processes impact several aspects of the anno-
tation process and the resulting ground truth data [7, 87].
The inclusion of annotator discussion significantly influenced
the renaming of the categories (e.g. from ‘ableist’ to ‘anti-
autistic’) and the categorization of labels from granular to
binary.

While completing annotations individually, the annotators
express interest in a category for ‘unrelated’ sentences. An
example of a sentence which could be classified under this
category is:

“Arse, forgot about a webinar this morning. Now
I’ll never know how to secure virtualised environ-
ments”

Following the discussions in round 1, the annotators ask
for a separate label for sentences such as this that are not
related to autism or disability. However, during the group
labeling session in round 4, they agree that the ‘unrelated’
and ‘not ableist’ categories can be consolidated together in
a binary classification since such sentences do not focus on
autism and therefore can not be anti-autistic.

6.2 What impact will this design process have on
the perspectives of the annotators and
dataset creators toward this annotation task?

Both the annotators’ and dataset creators recognized the
importance of testing different annotation strategies due to a
misalignment with their perceptions and the outcomes of the
task iterations. The changes in the annotators’ preferences
for labels before and after our tests are reflective of their
understanding of the complexity of classifying anti-autistic
langauge.

6.2.1 Annotator Perspectives. Our findings reveal a collab-
orative annotation process helps improve annotators’ un-
derstanding of different perspectives. Through this, our an-
notators propose an approach to simplify the labels while
encompassing different perspectives.

Bridging Perspectives: Through group discussions and the
co-design session, the annotators gain a better understanding
of how their peers approach the task. For example, some
annotators try to determine the “impact” the sentence may
have on an autistic person, i.e. if the sentence is promoting
violence or harmful stereotypes. However, others focus more
on trying to determine the original posters’ identity or other
situational context (e.g. the subreddit it was posted in) and
the tone of the sentence in the classification task. These
discussions help both the annotators and dataset creators
gain insights on the disagreements over the classification
of “implicit” and “explicit” hate speech, and the difficulty
of defining these labels in a manner that can serve as a
bridge between different individual perspectives and improve
agreement.

We find that simply providing the annotators with guide-
lines and examples are not sufficient enough as they do not
account for the different perspectives of every individual.
Our findings echo the results of prior research as we find
group discussions were necessary to help the annotators gain
a better understanding of their peers’ perspectives on the
task [38, 58]. The discussions also encourage annotators to
reflect on their personal challenges, which may not be evident
to them in one-on-one discussions. Becoming aware of the
perspectives of their peers helps them identify the similarities
and differences that contribute to disagreements and makes
them aware of their own biases. In other words, removing
the annotators’ isolation may help improve their annotation
as it allows them an opportunity to reflect on a deeper level.

Simplifying Labels: In the early stages of the annotation
process, the annotators favor a more granular approach to-
ward identity-based classification (e.g. separate labels for
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‘anti-autistic’ and ‘ableist’ speech). However, there are fre-
quent disagreements among the annotation team and even
the dataset creators on how to separate the two categories.
For example, certain slurs such as r*tard are not exclusively
used for autistic people, and may target other groups of
people such as those with intellectual disabilities, which can
make it difficult to identify the target group. However, even
if such sentences may not target autistic people directly, they
can still be considered anti-autistic as the slur is also used
against autistic people [8]. Separating ableist speech based
on identity adds another layer of difficulty, especially if such
speech intersects and harms multiple communities. During
the co-design session, the annotators believe narrowing the
scope to a single identity (e.g. only the ‘anti-autistic’ label),
would simplify the annotation task.

6.2.2 Researcher Perspectives. Through this work, we im-
prove our understanding of the task including how our per-
spectives as dataset creators differ from the annotators’ per-
spectives, ways to improve the process, and other ethical
considerations arising from converting a highly subjective
task into an objective classification.

Implicit vs. Explicit Speech: While we initially assumed
the distinction between implicit and explicit ableist speech
would be important to annotators, our discussions reveal that
disagreements arise based on their perceptions of the impact
of the speech. For example, some annotators believe refer-
ring to autistic people as ‘atypical’ is explicitly anti-autistic
as it defines neurotypicals as the norm and autistic people
as deviating from that norm, in alignment with neuronor-
mativity [84]. However, other annotators believe that such
speech should be considered implicitly anti-autistic as it does
not contain any slurs. This collaborative process encourages
reflection on whether the distinction between implicit and
explicit speech is important to preserve as the annotators
display a clear preference for its removal.

Considering Impact: The dataset creators also reflect on
how the annotators’ varying approaches to the task can
impact the outcome of their results. For example, some an-
notators focus on the ‘impact’ of the speech, which they
define as how harmful it will be in the immediate future for
the autistic community. This approach has its limitations
as for implicit hate speech, the harms may not be as evi-
dent. For example, a sentence such as ‘vaccines will give your
child autism’ may not immediately appear to be harmful,
but it promotes misrepresentations and stereotypes which
contribute to the broader marginalization of autistic people
in our society.

Creating Flexible Schemes: We also gain deeper insights on
the dynamic nature of this task and how it creates difficulties
in the annotation process. We learn the importance of creating
an annotation scheme that is flexible, as annotators express an
interest in being able to go back and re-label certain sentences
based on newly gained knowledge. This can be implemented
in a variety of ways. For example, for human-annotated
datasets such as ours, we can introduce an edit feature in
the annotation script that allows annotators to update their

labels. Further, other researchers can also implement this
through methods such as in-context learning for LLMs [21].
While we anticipated such changes due to our ever-evolving
understanding and acceptance of autism in society, we did
not expect annotators may be interested in going back and
editing their labels after they had already completed the
annotation task.

Avoiding Over-Simplification: We reflect on the trade-off
between simplifying the annotation task while preserving
community perspectives. Oversimplifying the task may im-
pact the accuracy of the classification. In a purely granular
scheme, sentences that need more context will be classified
as ‘not anti-autistic’ because some annotators may be un-
able to identify the tone of the sentences, even if it appears
to be implicitly ableist. Similarly, the reclamation of slurs
by community members may be inaccurately classified as
‘anti-autistic’ if the annotator cannot determine the speaker’s
identity. This can contribute to unfair censorship if such a
classification is used for content moderation in the real world.
This is similar to what happens in hate speech for terms
reclaimed by other communities [66].

Improving Resources: These discussions help the dataset
creators gain insights on how the tools we provide to anno-
tators, such as term definitions and annotation guidelines,
may be interpreted in various ways by a diverse group of
annotators. Ultimately, these discussions help us obtain anno-
tator feedback that is useful in refining the task description,
resources we provide to annotators, and the task itself. We
find that a collaborative approach will improve the annotator
and dataset creators’ understanding of the task. For example,
our annotators indicated that the definitions and examples
we included in our annotation guidelines were not enough
as they were not exhaustive and subject to differences in
interpretations. Thus, we introduce a glossary (see Appen-
dix B) in our annotator guidelines in round 4 as a dynamic
resource that annotators can update as needed to define any
new terms and their connotations as they encounter them
in the annotation process. This glossary is viewed favorably
by annotators as the words they identified during the anno-
tation processes are included. This collaborative resource is
different from the initial definitions and example sentences
we provided, which we wrote and edited and could not be
updated during the annotation process.

Ethical Considerations: Finally, these discussions lead us
to reflect on the ethical considerations of trying to quantify
a dynamic and multi-faceted phenomenon that is largely in-
fluenced by personal biases using a single metric, or in this
case, relying on annotator agreements to determine ‘accuracy’.
Ultimately, the biggest limitation of this task for the dataset
creators is the difficulty of converting a subjective task into
an objective classification. One of the main limitations of
automating subjective tasks such as classifying anti-autistic
hate speech is defining our ground truth. While the anno-
tators’ perspectives are limited by their own identities and
experiences [18], our work as a whole is also limited by how we
define anti-autistic ableism, and how we handle disagreements.
For instance, if we have a majority of non-autistic annotators
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who are not as sensitive to recognizing anti-autistic speech
as our minority autistic annotators. In such a scenario, our
work will inherently center the perspectives of non-autistic
people especially if we use a majority-wins approach when
handling disagreements.

In recent years, researchers have tried to incorporate minor-
ity opinions in their ground truth data in efforts to provide
a more granular overview of community perspectives as the
majority opinion may not accurately represent the diversity
of opinions [82]. However, it is important to note that the way
we define and understand disabilities, including autism, is
ever-evolving, and varies both on an individual and systemic
level by identity, culture, language, and other factors [6, 60].
Thus, unless the classification is personalizable and dynam-
ically updates as needed, it is difficult to truly generate a
universal ‘ground truth’.

Future work should include the diverse perspectives of
autistic people to find the right balance between the com-
munity’s perspective and the annotators’. Such work can
determine what aspects of anti-autistic speech are important
to them so those aspects can be preserved in the data annota-
tion process. For example, such work can explore whether or
not the distinction between implicit and explicit anti-autistic
speech may be more important to autistic people than it is
to the annotators, which can help dataset creators determine
the most effective labeling scheme for their work.

7 Conclusion
We adopt annotator-centric and collaborative methods to
examine how annotators approach anti-autistic speech anno-
tations. Our work contributes to CSCW research focusing
on investigating and mitigating annotator biases, adapting
participatory AI methodologies, and testing novel tools and
techniques for human annotation [7, 44, 87]. We address a
gap in research focusing on the dataset creation process itself,
as prior research at CSCW has focused mainly on biases in
model outputs [7, 33, 70, 83, 87].

Our findings indicate that collaborative annotation method
can help improve the annotators’ understanding of their peers’
perspectives and their own biases, thus improving their coor-
dination and agreement on the annotation task. Additionally,
we explore the effectiveness of improving the resources pro-
vided to annotators in clarifying and simplifying the task for
them. Future CSCW research can build upon these insights
when creating novel annotation tools. For example, providing
a glossary of commonly used terms and their definitions that
can be collaboratively updated by the annotators, and allow-
ing them to re-label certain sentences are useful adaptations
to support diverse annotator teams in labeling ever-evolving
language.

We also examine the practical limitations of over-simplifying
the annotation task, as it may lead to community censorship
or neglecting hateful content when used in automated content
moderation systems. Therefore, future work must examine
the trade-off between preserving community perspectives
while simplifying the task for annotators to determine what

aspects of the labels to preserve. This includes studying the
alignment of the sentence classification with the perspectives
of autistic people. For example, in examining whether or not
the distinction between explicit and implicit speech matters
in this task to autistic people.
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A Guidelines Provided Overtime
A.1 Sentence-Level Annotation
We are annotating text extracted from human-robot inter-
action literature and social media (Reddit, Twitter). The
goal of this study is to classify sentences as either i) implic-
itly ableist or ii) explicitly ableist iii) implicitly anti-autistic,
iv) explicitly anti-autistic, v) not ableist, or vi) needs more
context and/or is irrelevant. You will see paragraphs and
sentences extracted from scientific literature focusing on ro-
botics for autism published in conferences and journals, and
interactions between anonymous social media users. These
sentences may or may not contain ableist content.

A.1.1 Defining Ableism According to the Center for Disability
Rights (emphasis added by us): Ableism is a set of beliefs or
practices that devalue and discriminate against people with
physical, intellectual, or psychiatric disabilities and often
rests on the assumption that disabled people need to be
‘fixed’ in one form or the other.

A.1.2 Neurodiversity vs. Neuroableism. We center neurodiver-
sity in our work, which means we acknowledge that humans
have different ways of thinking, communicating, and experi-
encing the world, and that these differences are valid forms
of human diversity.

The belief that autistic people are “deficient” in certain
skills is rooted in eugenicism and dehumanizing research
originating in Nazi Germany, and contradict neurodiversity
by promoting neuroableism, or the belief that neurotypical
people are “normal”, and people with various neurological
differences such as autism, ADHD, or dyslexia are “abnor-
mal”. Such understandings may result in researchers studying
autism as a “disorder” that needs to be diagnosed, treated,
prevented, or cured. This work is ableist because it expects
autistic people to be “fixed” by changing their communica-
tional styles and behaviors to adapt to neurotypical social
norms.

A.1.3 Not-Ableist (Round 1-3). These sentences may be en-
tirely unrelated to autism or disabilities, or be written by an
autistic person reaching out for help and support.

(1) Using medical terminology in a more personal manner
(e.g. ‘I need therapy’).

(2) Discussions + suggestions from neurodivergent people
(community-generated discussions).

(3) General discussions of the medical processes (unrelated
to neurodivergence).

(4) Example: “I am autistic”, “As an autistic person, I
think . . . ”

A.1.4 Implicitly Ableist (Round 1-3). Critical disability theory
(CDT) is a framework centering disability which challenges
the ableist assumptions present in our society. Using this
theory, we define “implicitly ableist” content as:

(1) Making assumptions about a disabled person’s abilities
that would not be made about an able-bodied person.

(2) “Inspiration porn” → looking at disabled people as
“inspiration” for able-bodied people

(3) Using condescending language such as saying a disabled
person “suffers” with their disability

(4) Infantilizing disabled people by portraying them as
unable to make their own decisions, or “innocent” and
“pure”

(5) Example: “She is confined to a wheelchair”, “it must
be awful living with bipolar disorder”

A.1.5 Implicitly Anti-Autistic (Round 3). For the purposes of
this study, we are applying a critical disability framework and
classifying any sentences that describe autism using medical
terminology such as an “illness” or “disease”, or focus on
clinical applications such as “curing” or “diagnosing” autism
as implicitly ableist. These works are considered “implicitly
ableist” as they do not use explicitly violent language or slurs,
but still may be considered offensive according to critical
autism theory.

∙ Using medical terminology to describe autism (e.g.
saying its a “disorder”) E.g., referring to autism as a
public health crisis.

∙ Using language that may promote the infantilization
or pathologization of autistic people

∙ Using words like “typically developing” to refer to non-
autistic people.

∙ Saying autistic people have ‘atypical behavior’.
∙ Ableist jokes using medical terminology (e.g. “It cured

every disease, but was it’s own cancer.”)
∙ Other anti-autistic language (from the Bottema-Beutel

paper) Example: “I am so proud of my autistic son for
baking this cake”, “even though she is autistic, she is
a very good salesperson”

A.1.6 Explicitly Ableist (Round 1-3). Sentences using slurs
for disabled people such as: retard, lame, insane, deluded,
moron

A.1.7 Explicitly Anti-Autistic (Round 3). This category in-
cludes sentences that dehumanize autistic people (e.g. by
comparing them to animals or non-living things), containing
ableist slurs such as the r-word, other anti-autistic language
that promotes negative stereotypes, or expressing negative
emotions such as fear, disgust, or hatred toward autistic
people. Slurs like the r-word specifically aimed at autistic
people: Crazy, Delusional, Deranged, Dumb, Handicap, Idiot,
Insane, Maniac, Moron, Madness, Stupid, Wheelchair bound,
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Differently abled, Handicapable, People with abilities, Special
needs (source) Saying phrases like “autism intensifies” Using
“autistic” as an insult (e.g. “that’s so autistic”)

A.1.8 Unrelated/Needs More Context (Round 1-4). This cate-
gory includes text that is completely unrelated to disabilities,
needs more context, and/or contains forms of media other
than text. Examples include: tweets with images, ACM CCS
categories, etc. Examples:

Not a sentence: “Keywords— Socially assistive robots;
Affective robots; ASD; Autism; Developmental ability;
Mullen; ADOS”

Includes non-text media: “@RonTerrell http://twitpic.com/3iqv9
- I wish I was there it looks like fun.”

Needs more context: “You mean a walk won’t cure an
abscess in her mouth?”

B Glossary
An excerpt of our glossary developed as a result of annotators
feedback is shown below in Table 1.

Table 1: Glossary of Terms

Term Definition
Autism Speaks Controversial group promoting autism ‘awareness’, some autistic people it should be considered a

hate group
ASD Autism Spectrum Disorder
DSM-V The Diagnostic and Statistical Manual of Mental Disorders, 5th Edition published by the American

Psychiatric Association (used to diagnose autism)
AuDHD Having a combination of autism and ADHD
Au, Âû Used by autistic individuals to self-identify as autistic
ND Neurodivergent or neurodiverse
NT Neurotypical
Allistic Non-Autistic
Aspie Someone with Aspergers (outdated term, considered offensive unless it is being used to self-identify)
Autie Autistic
Autism mom, dad, or
parent

A parent or caregiver of an autistic individual

Dx Diagnose
Martyr mom or parent A parent using their child’s autism to gain sympathy, attention, etc.
self-Dx Self-diagnose
OT Occupational therapist
AA Actually autistic
ABA Applied Behavioural Analysis, controversial treatment for autism that has been linked to PTSD in

autistic individuals
Masking Suppressing behaviors such as stimming to appear neurotypical
SPD Sensory processing disorder
Stimming, stim Repetitive actions such as hand-flapping and singing used for self-soothing
Functioning label Outdated and offensive way to describe the ‘severity’ of someone’s autism
Echolalia Repeating sounds, words, or phrases, often unintentionally
Co-morbid Having more than one medical condition together
CW/TW Content warning, trigger warning tags. Often used in discussions where the content may be graphic or

sensitive in nature
ED Executive dysfunction, such as challenges with planning, time management, organization, and com-

pleting tasks often experienced by ND individuals
IFL/PFL Identity-first language or people-first language. Autistic individuals may prefer IFL (i.e. saying ‘autistic

person’ instead of ‘person with autism’
RSD Rejection sensitivity dysphoria, sensitivity to rejection often experienced by ND individuals
2e Twice exceptional: an ND individual who is also considered ‘gifted’
AAC Augmentative & Alternative Communication: ways to communicate besides speaking
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